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Social norms against prejudice are widespread and generally supported by society, yet examples of bigotry are often found. I 
propose that anti-prejudice norms can quickly erode when individuals are exposed to hate content, therefore, facilitating the 
expression of prejudice. To test this, participants were invited to participate in an experimental online forum discussing immigra-
tion. I compare the comments of participants exposed to xenophobic content to those not exposed. The empirical results show 
that exposure to hateful content erodes norm compliance: the more hateful content participants could observe, the more hateful 
their subsequent comments were. The effect is primarily driven by those more likely to hold anti-immigrant views. This points to 
an ‘emboldening effect’ whereby prejudiced individuals refrain from expressing prejudiced opinions in the absence of offensive 
speech. Otherwise, hidden attitudes are revealed. The results confirm that the expression of prejudice is context dependent and 
that preserving a ‘norm environment’ requires sustained reinforcement of the norm. Furthermore, the results show that the 
composition of the population in terms of individual beliefs is paramount for the dynamics of erosion of the social norm. On the 
whole, these findings can inform effective public strategies against the spread of hate speech and offer a new methodological 
approach for studying hate speech in online contexts.

Introduction
In the past years, the increase in hate speech, such as rac-
ist, misogynistic, or otherwise discriminatory messages, 
has become a matter of concern. This phenomenon has 
sparked a considerable amount of research, from its 
roots in populist politicians (e.g. Giani and Méon 2019; 
Newman et al., 2021; Schaffner, 2020) to its conse-
quences for public opinion (Crandall, Miller, and White, 
2018; Bursztyn, Egorov and Fiorin, 2020). In general, 
there is an increased awareness of the ubiquity of hate 
and its harmful consequences. At the centre of the dis-
cussion, there is online hate speech, as exposure to it is 
a major factor in the increase in expressions of hate and 
prejudice (Soral, Bilewicz and Winiewski, 2018) and a 
precursor of hate crimes (e.g. Chan, Ghose and Seamans 
2016; Williams et al., 2020; Müller and Schwarz 2021).

Far from a fringe phenomenon, online hate speech 
is more and more visible on mainstream social media 
platforms (Siegel, 2020), including Facebook, YouTube, 
and Twitter (Ben-David and Fernández, 2016; Fortuna 
and Nunes, 2018; Munger and Phillips, 2022). Not 
only does the hostility of comments on Twitter not 

stop them from being shared (Klubička and Fernández, 
2018), but hate content, such as ethnic insults, might 
spread faster through online discussions (Spörlein and 
Schlueter, 2020). As a consequence, an increasing num-
ber of people are exposed to hateful online content 
(Hawdon, Oksanen and Räsänen, 2017; Kaakinen et 
al., 2018; Siegel, 2020).1 The rising online hate content 
exists despite the general agreement that hateful speech 
is undesirable behaviour.

Social norms proscribing the expression of preju-
dice, such as racist or xenophobic speech, are wide-
spread and generally heeded in society (Mendelberg, 
2001; Crandall and Stangor, 2005; Paluck and Green, 
2009; Barr, Lane and Nosenzo, 2018) In most cases, 
these norms are also strong predictors of expressed 
prejudice (Crandall, Eshleman and O’Brien, 2002). 
However, social norms erode. This experiment exam-
ines how the social norm against the expression of 
prejudice weakens when people can observe hateful 
comments from others.

A social norm is a shared understanding of what is 
the appropriate behaviour in a specific situation. The 
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preference for conformity to the norm is conditional 
on having certain social expectations, an effect called 
conditional compliance (Bicchieri and Xiao, 2009; 
Diekmann, Przepiorka and Rauhut, 2015). If social 
expectations change, the pull of the norm also changes. 
If one can see others breaking the norm, expectations 
about how others behave will change. In the context of 
a social norm against the expression of prejudice, this 
implies that people that observe others producing hate 
speech, such as racist or xenophobic comments, will 
decrease their adherence to the norm, and more indi-
viduals will voice their prejudice. There is evidence that 
this dynamic might govern hate speech in social media. 
For example, past research has found that observ-
ing ethnic insults in comments sections increases the 
number of insults in subsequent comments (Spörlein 
and Schlueter, 2020), or that censoring hate content 
decreases the use of hate in online forums (Álvarez-
Benjumea and Winter, 2018).

These studies remain agnostic as to the factors driv-
ing the observed conditionality of behaviour. I expect 
that exposure to hate content leads to more hate com-
ments by acting as a trigger for individuals who are 
predisposed towards expressing prejudice. These indi-
viduals who privately disagree with the norm might 
quickly react to exposure and disclose their previously 
hidden opinion once they feel their comments will be 
tolerated. Therefore, whether a social norm against the 
expression of hate weakens would, to a large extent, 
depend on the composition of the population (Centola, 
Willer and Macy, 2005).

I present an experiment that explores the effect of 
exposure to hate comments in an online forum where 
participants discuss issues on immigration and refugees 
in Germany, a country where refugees and migration 
have been central issues in its public discourse for the 
past years (Arlt, Schumann and Wolling, 2020), and 
where previous research has linked raising online 
anti-refugee speech with an increment of violent crimes 
(Müller and Schwarz, 2021). I invited participants (N 
= 2,283) to take part in a purpose-built online forum 
discussing refugees and immigration issues, which 
consisted of five consecutive different discussions. The 
participants could observe a selection of comments 
from previous users. They were assigned to one of two 
treatment groups. In the exposed group, participants 
could observe xenophobic comments left by previ-
ous users, that is, norm violations. In the unexposed 
group, there was no hate content. In the second part 
of the experiment, participants were classified with 
regard to whether they were likely to hold anti-im-
migrant or pro-immigrant views as a proxy for their 
private attitude towards the social norm. I test how 
private attitudes affect their response to exposure to 
the xenophobic comments. The comments left by the 

participants in the different discussion threads are the 
main outcome of interest.

A key challenge is distinguishing the contagious 
effect of observing hate content from homophily, 
whereby similar people just ‘come together’, for exam-
ple, xenophobic users seeking out xenophobic social 
platforms.2 In this study, randomization occurs at two 
different levels. Besides randomizing participants into 
treatments, I randomly picked the comments partic-
ipants could observe in the forum. The double ran-
domization ensures that homophily is not driving 
the results. In addition, the anonymous setting of the 
online forum minimizes expectations of sanctions 
from other users, which helps to confirm that observ-
ing xenophobic comments from previous users alone 
drives the effects even if the anticipation of punish-
ment remains constant (Diekmann, Przepiorka and 
Rauhut, 2015).

The empirical results show that participants exposed 
to norm violations were more prone to expressing 
xenophobic views: the larger the proportion of hate-
ful comments they could observe, the more likely they 
were to violate the norm and the more hostile their 
comments. Furthermore, although exposure to xeno-
phobic speech seems to exert an effect on all partic-
ipants, the effect is larger amongst those who were 
deemed more likely to hold anti-immigrant views. This 
indicates an ‘emboldening effect’, that is, in the absence 
of prejudiced speech, prejudiced citizens constrain the 
expression of their prejudice, but they disclose their 
opinions if they are exposed to xenophobic content. 
The results imply that norms can easily weaken and 
that the preservation of a ‘norm environment’ requires 
sustained reinforcement of the norm.

Theoretical framework
Social norms regulate the expression of 
prejudice
Social norms are the accepted standards of behaviour 
for a social group in a given situation. Social norms 
may prescribe certain types of behaviour or constraint 
behaviour that is considered antisocial. What people 
say (or don’t say) is also regulated by social norms 
and, therefore, public opinions do not always mirror 
private beliefs (Noelle-Neumann, 1974; Kuran, 1995). 
The cost of articulating a position that others may 
find inappropriate cuts across several different topics, 
such as abortion (Cowan, 2014), political opinions 
(Kuran, 1995; Morales, 2020), or even eating habits 
(Kitts 2003). Social norms lead people to selectively 
disclose controversial opinions (Kitts, 2003; Cowan 
and Baldassarri, 2018), refraining from doing so when 
they believe their views to be unbecoming in order to 
avoid punishment (Bicchieri, 2006, p. 11), to obtain 
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3SOCIAL NORMS AND THE EXPRESSION OF XENOPHOBIC ATTITUDES

the approval of others (Cialdini and Goldstein, 2004), 
or both.

The expression of prejudice is also regulated by 
social norms. Explicitly racist, xenophobic, misogynis-
tic, or otherwise hateful language is considered antiso-
cial by a large part of society (Beyer and Liebe, 2015); 
therefore, social norms tend to proscribe these types of 
messages in public (Mendelberg, 2001; Paluck, 2009; 
Paluck and Green, 2009; Beyer and Liebe, 2015). The 
anti-hate norm can be found in the literature under dif-
ferent names and in reference to a variety of targets, 
such as an egalitarian norm (Crandall, Eshleman and 
O’Brien, 2002), a norm of racial tolerance (Weber et 
al., 2014), an anti-racist norm (Ivarsflaten, Blinder and 
Ford, 2010), or an anti-prejudice norm (Blinder, Ford 
and Ivarsflaten, 2013). The norm against the expres-
sion of prejudice is a social norm that restrains lan-
guage considered socially unacceptable because of its 
hateful content against a certain social group.

Some social groups are considered acceptable tar-
gets of prejudice, while others are not. Most of the 
time, people could somewhat freely articulate their 
views on Canadians, drug dealers, or rich people, but 
most people would suppress their prejudice against 
sexual or ethnic minorities. What is considered an 
inappropriate target of prejudice is contested, changes, 
and depends on the context (Crandall, Eshleman and 
O’Brien, 2002; Crandall, Ferguson and Bahns, 2013; 
Crandall, Miller and White, 2018). For example, in 
the United States, the dominant norm about racism in 
the late 1950s was one of acceptance (Duckitt, 1992). 
Since then, the public expression of racial prejudice 
has declined in western societies (Schuman et al., 
1997), and survey respondents became less willing to 
endorse overt racial prejudices (Huddy and Feldman, 
2009), ultimately shaping the way race is discussed in 
public.

Differences between contexts are also broad. 
European countries traditionally had stricter views of 
what is considered hate speech, whereas in the United 
States, more weight is given to free speech (Pettigrew, 
1958; Dovidio and Gaertner, 1986; Duckitt, 1992). For 
instance, Germany, in an effort to distance itself from 
the nazi past, institutionalized a ‘culture of contrition’ 
(Art, 2005), which results in a widespread anti-prejudice 
norm (Blinder, Ford and Ivarsflaten, 2013). Germany 
also has some of the strictest laws against online hate 
speech in the world forcing social media sites to delete 
offensive content (‘Netzwerkdurchsetzungsgesetz’).

This study deals with the expression of xenophobia, 
understood as prejudice against immigrants and refu-
gees. The expression of xenophobic views is nowadays 
generally considered not normatively acceptable in 
most countries (Blinder, Ford and Ivarsflaten, 2013). 
People, therefore, tend to distance themselves from 

xenophobic labels (Schwartz et al., 2021) and refrain 
from expressing their anti-immigrant views, especially 
when anti-prejudice norms are emphasized (Álvarez-
Benjumea and Winter, 2020).

Mechanisms of normative change: observing 
hate triggers its spread
Social norms have two different components. First, 
expectations about what most others find appropri-
ate. Second, expectations about what most others 
do, particularly whether they will or will not behave 
in conformity with the norm (Bicchieri, 2006, 2016; 
Bicchieri and Dimant, 2019). People prefer to follow 
the norm, conditional on these two expectations, and 
inconsistencies between the two can weaken the pull 
of the norm.

Most of the time, even if people agree on what is 
appropriate, they will only comply with the norm if 
they expect others to do so as well (Bicchieri and Xiao, 
2009), which has been called conditional compliance 
(Bicchieri and Xiao, 2009; Diekmann, Przepiorka and 
Rauhut, 2015; Bicchieri and Dimant, 2019). It could 
be because observing others misbehaving reduces the 
social costs of not complying or because it changes the 
beliefs about the appropriateness of the behaviour; 
ultimately, if we expect others to misbehave, we feel 
licensed to do so as well (Gino, Ayal and Ariely, 2009; 
Diekmann, Przepiorka and Rauhut, 2015). Imagine 
finding a sign in your new building telling you every-
body recycles, but you find mixed waste in the recy-
cling containers. You will surely be less likely to recycle 
yourself because the social costs of not doing so are 
reduced: you do not expect your neighbours to react 
negatively. The norm may still exist, but you will feel 
less compelled to comply. Therefore, merely observ-
ing norm violations triggers their spread (Diekmann, 
Przepiorka and Rauhut, 2015).3

In this study, I focus on the idea that the behaviour of 
others serves as a powerful cue that signals the status 
of the norm in a particular context (Cialdini, Kallgren 
and Reno, 1991; Cialdini and Goldstein, 2004). If 
one can observe others freely expressing xenophobic 
opinions, one might feel less pressure to inhibit their 
xenophobia; therefore, exposure to hate speech will 
foster further hate. Existing evidence corroborates the 
idea that observing hate speech increases the likelihood 
of observers doing so. For example, previous experi-
ments found that hearing others endorsing racist views 
prompted participants to do so as well (Blanchard et 
al., 1994; Stangor, Sechrist and Jost, 2001; Crandall, 
Eshleman and O’Brien, 2002; Crandall and Stangor, 
2005). The reverse also holds: providing people with 
the expectation that others will follow the norm makes 
them avoid voicing prejudiced opinions (Paluck and 
Green, 2009).
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There is some evidence that this dynamic may 
play out on social media. For example, people who 
spend more time on Reddit and Tumblr report that 
they disseminate more hate speech online, especially 
those who spend time in communities where hate 
speech is prevalent (Costello and Hawdon, 2018). 
Furthermore, users who create online hate content 
tend to radicalize, probably because they are exposed 
to hate content produced by others and, eventually, 
this behaviour feels less stigmatized (Siegel, 2020). 
The sheer presence of ethnic insults in comments sec-
tions increases the frequency of subsequent insulting 
comments (Spörlein and Schlueter, 2020). However, 
most of the evidence comes from observational data, 
which makes isolating the effect of exposure to 
hate content from other factors impossible. There is 
experimental evidence that censoring hate comments 
in an online forum decreases the use of hate speech 
(Álvarez-Benjumea and Winter, 2018), which points 
to the idea that the decision to follow the norm par-
tially depends on what one can observe others com-
monly doing. Yet, this does not necessarily imply that 
the reverse is true. I aim specifically to test whether 
users on an online forum that observe xenophobic 
comments from others will be more likely to produce 
xenophobic comments (H1). This first hypothesis 
tests the idea that observation of norm violations 
reduces one’s norm compliance.

One important aspect of social norms is that they 
influence behaviour regardless of individual attitudes 
(Paluck, 2009; Paluck and Green, 2009), which allows 
for disparities between private beliefs and the prevail-
ing norm (Diekmann, Przepiorka and Rauhut, 2015). 
If the pull of the social norm is strong enough, even 
those who privately disagree with the norm comply 
with it. However, individuals whose personal attitudes 
disagree with the norms are more likely to follow suit 
when they observe a behavioural shift in the direction 
of their private beliefs. Dinas, Martínez and Valentim 
(2022) provide a compelling example: they show that 
the public display of a historically stigmatized right-
wing symbol led more sympathizers to use it and peo-
ple on average to understand it as more appropriate, 
despite political attitudes not changing.

In the case of the social norm against the expression 
of prejudice, I expect that individuals more likely to 
hold xenophobic attitudes—whose private attitudes 
do not align with the norm—will be more likely than 
those who agree with the norm to produce xenophobic 
comments when they can observe previous users’ xen-
ophobic content (H2). In other words, I expect mainly 
people with anti-minority sentiment who profit from 
the loosening of the social norm to express their opin-
ions in an ‘emboldening effect’ of the already preju-
diced (Newman et al., 2021).

Understanding the interplay between individual atti-
tudes and social norms can shed light on the underly-
ing mechanisms of the diffusion of hate online. If only 
prejudiced people take advantage of the loosening of 
social norms, then the spread of hate will markedly 
depend on the proportion of people whose personal 
attitudes deviate from the social norm.

Methods
Experimental design
The experiment took place in an online forum devel-
oped specifically for the experiment. Forum pages con-
sist of one image depicting immigrants and refugees 
followed by three comments discussing the picture, as 
shown in Figure 1. The three comments on each forum 
discussion were randomly selected from a pool of com-
ments (N = 307) collected during a pre-experimental 
phase. Therefore, participants do not interact in real 
time, but are only exposed to comments previously 
selected by the experimenter. These initial comments 
were categorized by three independent raters into 
three categories: xenophobic, neutral, and friendly. The 
collection and selection of comments are explained 
in Appendix A. All participants were presented with 
five consecutive forum discussions and asked to leave 
a comment on each of the pages. Commenting was 
compulsory. The order of the pictures is randomized 
between participants.
At the beginning of the experiment, participants 
were assigned a user name and avatar and randomly 
assigned to one of the two experimental conditions. 
Figure 2 depicts the treatments and their content. In 
the unexposed condition, participants do not observe 
hateful comments, only positive and neutral ones. In 
the exposed condition, participants are exposed to 
xenophobic comments. Starting from forum 2, the 
xenophobic comments increase as participants move 
through the fora as depicted in Figure 2. At the end of 
the experiment, every participant has seen a total num-
ber of 15 comments. In the exposed treatment, 66 per 
cent of the total displayed comments are xenophobic. 
Participants in this condition are, therefore, exposed to 
online hate in an incremental manner.

This design allows for testing H1, that is, users on 
an online forum that observe xenophobic comments 
from others will be more likely to produce xenophobic 
comments, at different observable percentages of norm 
violations. The frequency of the behaviour increases 
its perceived appropriateness and reduces the cost of 
non-conforming. As in a threshold model of behav-
iour (Granovetter, 1978; Andreoni, Nikiforakis and 
Siegenthaler, 2021), one should expect the probability 
of producing a hate comment to increase past a certain 
tipping point. However, I do not make any theoretical 
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Figure 1. Screenshot of the online forum (our translation; in German in the original). Image credit: Shutterstock/Punghi.
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assumption of what the tipping point or a sufficient 
amount of norm violations might be.

No other normative information or user rules were 
provided. The treatment, the order of the images, and 
the specific comments in the comment threads are ran-
domized amongst participants. After the experiment, 
participants completed a brief demographic ques-
tionnaire and received a code to claim their payment. 
IRB approval for the study was granted by the Ethics 
Commission of the University of Bonn: IRB approval 
number 140/18.

Participants were recruited from a crowd-sourcing 
Internet marketplace.4 The experiment was conducted 
entirely in German and the sample was restricted to 
residents in Germany. The demographic characteristics 
of the participants are described in Appendix A.5 Data 
were collected online between the 9th and the 20th of 
November 2018. The treatments ran simultaneously. 
The total number of participants is 2,283, with 1,170 
in the Unexposed treatment and 1113 in the Exposed 
treatment. Table A4 (Appendix B in Supplementary 
Material) shows that individual characteristics are bal-
anced across the two experimental conditions. A total 
of 11,320 comments were collected (see Table 1).6,7

Classification of the comments: a crowd-
sourced analysis
A crowd-sourced text annotation method was used 
to classify the comments (Benoit et al., 2016). A total 
of 2,748 non-expert raters were recruited online and 
asked to label a set of comments. The raters used a sim-
ple scheme for labelling. First, the scheme asks raters 
to classify each comment following a 9-point scale, 
where 1 is very friendly language and 9 is very hostile 
language towards the protected group, namely refugees 
and immigrants. Therefore, the higher the score, the 
more xenophobic the comment. The classification seeks 

to delimit hate speech as prejudice against a particular 
group and differentiate from related concepts, such as 
generally aggressive language or negative emotional 
content, which has been shown to spread in social net-
works (Kramer, Guillory and Hancock, 2014). Second, 
raters were also asked whether they thought the com-
ment should be banned from the online forum.

Each rater classified 30 randomly selected comments 
and then was given the option to label 30 more. Raters 
used a rating screen like the one depicted in Figure 3 
and completed the task within 24 hours. Each rater 
labelled an average of 40.4 comments, which yields a 
total of 112,472 ratings. The crowd-sourced analysis 
has two advantages: the data-generation process is 
fast even for large amounts of data, and it might be 
easier to replicate and reproduce (Benoit et al., 2016). 
Furthermore, reliability does not greatly differ between 
manual coders and crowd-sourced coders (Benoit 
et al., 2016; Lind, Gruber and Boomgaarden, 2017; 
Horn, 2019).

The individual scores assigned to the comments by 
the raters are averaged to construct a mean hate score 
for each comment. Comments that more than 50 per 
cent of the raters stated that ‘it should be banned’ 
were categorized as banned, a binary variable. The 

Figure 2. Different experimental treatments and their content. There are two experimental conditions, exposed and unexposed, each 
with five consecutive fora. In the unexposed condition, each forum features one positive and two neutral comments. In the exposed 
condition, xenophobic comments are added after Forum 2. As a result, exposed participants observe 33 per cent of xenophobic 
comments in Forum 2, 66 per cent of xenophobic comments in Forum 3, and 100 per cent of xenophobic comments in Fora 4 and 5. 
Exposed participants observe a cumulative percentage of xenophobic comments of 16 per cent in Forum 2, 3 per cent in Forum 3, 50 
per cent in Forum 4, and finally 66 per cent of comments in Forum 5.

Table 1 Distribution of the total number of comments (N = 
11,320) in the forum pages in the Unexposed and Exposed 
groups. The experiment has a total of 10 different possible 
combinations (2 × 5).

Treatment Forum page number Total 

Forum 1 Forum 2 Forum 3 Forum 4 Forum 5 

Unexposed 1,185 1,144 1,179 1,157 1,150 5,815

Exposed 1,151 1,128 1,070 1,127 1,029 5,505

N 2,336 2,272 2,249 2,284 2,179 11,320

D
ow

nloaded from
 https://academ

ic.oup.com
/esr/advance-article/doi/10.1093/esr/jcac056/6815669 by M

ax Planck Institute for R
esearch on C

ollective G
oods user on 06 M

arch 2023

http://academic.oup.com/esr/article-lookup/doi/10.1093/esr/jcac056#supplementary-data
http://academic.oup.com/esr/article-lookup/doi/10.1093/esr/jcac056#supplementary-data
http://academic.oup.com/esr/article-lookup/doi/10.1093/esr/jcac056#supplementary-data


7SOCIAL NORMS AND THE EXPRESSION OF XENOPHOBIC ATTITUDES

banned comments act as a proxy for norm violations. 
Comments received 9.94 ratings on average (SD = 
3.18).8 Comments with a score of one tend to be tol-
erant and sympathetic (e.g. ‘Hopefully everyone will 
be saved and no one will be harmed’ or ‘You have to 
accept and respect every religion. No matter where!’), 
while the highest scores and comments marked as ‘it 
should be banned’ normally contain abusive or big-
oted language (e.g. ‘I think the fence is not bad because 
we sometimes have these wild boars in our garden’ 
or ‘Drown the vermin’).9 There is a significant rela-
tionship between the banned comments and the hate 
score. Banned comments have, on average, a score of 
7.30 (SD = 1.12) while non-banned comments have a 
mean score of 3.86 (SD = 1.49). A logistic model to 
predict banned comments shows a statistically signif-
icant effect of score in banned comments (b = 1.75, 
95% CI [1.59, 1.92], P < 0.001. The model’s explan-
atory power is substantial (Tjur’s R2 = 0.31). Based 
on this model, the predicted probability of a comment 
with a score of 9 being banned is 0.84 (95% CI [0.79, 
0.89]).

I tested whether the length of the comments differs by 
treatment, as differences in length may indicate differ-
ences in content and style. Comments have on average 

158 characters (SD = 103.5) with no significant dif-
ferences between the groups (b = 0.04, SE = 0.03, 
P = 0.19). The length of the comments decreases 
across forum pages with no differences between the 
exposed and the unexposed participants (see Table A16 
in Supplementary Material). Finally, comments that 
received 50 per cent or more of Not Applicable (NAs) 
ratings (e.g. gibberish, strings of characters, or copy-
pasted messages) are not included in the analyses (4.9 
per cent), which leaves a total of 10,771 comments. 
There are no significative differences in the distribu-
tion of the NA comments amongst the treatments (χ2 = 
0.32, df = 1, N = 11,320, P < 0.57, two-sided test).

Norm-elicitation task
I use a norm-elicitation procedure to establish 
whether the xenophobic comments are understood 
as norm violations in the online forum. In the task, I 
ask participants to describe their personal normative 
beliefs and their normative expectations, to iden-
tify whether xenophobic comments are considered 
socially inappropriate. The norm-elicitation task was 
run with participants recruited from the same popu-
lation as the participants in the experimental online 
forum.

Figure 3. Screenshot of the rating scheme used by the raters (our translation; in German in the original). The screenshot only shows the 
rating scheme for the score. After this, raters were also asked whether they thought the comment should be banned from the online 
forum, other characteristics of the comments, and completed a short demographic questionnaire. Image credit: Shutterstock/Ververidis 
Vasilis.
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The task, adapted from Bicchieri and Chavez (2010), 
has two different parts. The first experiment elicits the 
participants’ personal normative beliefs, and the sec-
ond measured their normative expectations about 
behaviour in the forum. I selected a set of five com-
ments: three xenophobic/banned comments, one neu-
tral comment, and one friendly comment. To elicit 
personal normative beliefs and normative expecta-
tions, I recruited two different groups of subjects and 
described the online forum to them. I asked the first 
group of subjects (N = 105) to report how socially 
appropriate they would consider each of the comments 
of the selection to be left in the forum (i.e. their per-
sonal normative beliefs). The comments could be mark 
as Extremely socially inappropriate, Very socially 
inappropriate, Moderately socially inappropriate, and 
Not at all socially inappropriate. I then asked the sec-
ond group of subjects (N = 100) to predict what they 
thought the majority of participants in the first group 
had stated (i.e. normative expectations). In the second 
task, participants were paid a reward if their normative 
expectations matched the personal normative beliefs of 
the first group.

In the second task, 92.7 per cent of partici-
pants marked the xenophobic/banned comments as 
Extremely socially inappropriate or Very socially inap-
propriate.10 The agreement of the normative expecta-
tions is an indicator of the existence of a social norm 
and that participants perceive the xenophobic/banned 
comments as socially inappropriate. The results of the 
elicitation task are depicted in Figures A2 and A3.

Results
Exposure to online hate content decreases 
one’s own norm compliance

If exposure to hateful comments triggers the spread 
of hate, we should expect the hate score to be larger 
amongst the exposed participants. To test this hypoth-
esis, I estimate a linear regression model with random 
intercepts for participants of the following form:

Yij = β0 + β1Exposureij + uj + εij,

where Yij is the hate score of comment i, for participant 
j.

Consistent with H1, participants exposed to online 
hate content had an overall hate score 0.37 points 
larger than those not exposed to it (SE = 0.05, 
P < 0.001).11 The full results are depicted in Table A7 
in Supplementary Material. Next, I examine whether 
the effect depends on the number of xenophobic com-
ments participants can see. In the exposed condition, 
participants are exposed to xenophobic comments 
starting from Forum 2. The number of xenophobic 
comments increases as participants move through the 
fora. Exposed participants observe a cumulative per-
centage of xenophobic comments of 16 per cent in 
Forum 2, 33 per cent in Forum 3, 50 per cent in Forum 
4, and 66 per cent in Forum 5.

The raincloud plot (Allen et al., 2019) in Panel A 
in Figure 4 shows the mean estimates (error bars) 
of the hate score across forum pages in the exposed 
and unexposed groups, in red and green, respectively. 

Figure 4. The plot provides an overview of the raw hate score (dots), its probability distribution, median and inter-quantile range, and 
the mean estimates with the 95 per cent confidence intervals for the Exposed and the Unexposed groups across all forum pages. The 
raw data and central tendency measured are plotted on (A) the left plot; the differences in differences estimates are plotted on (B) the 
right plot. Diff-in-Diff (Forum × Exposure) coefficients are depicted as dots; 95 per cent confidence intervals are indicated by the ends of 
the vertical error bars. The right plot shows the Diff-in-Diff Estimates from a linear regression random-effects model with a participant-
specific intercept (N = 10,771). The unexposed treatment serves as the reference category. Stars indicate significant differences at the 
conventional levels,∗∗∗P < 0.001,∗∗P < 0.01, and∗P < 0.05
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Participants in both groups begin with similar hostil-
ity measurements in Forum 1 when no hate content is 
shown, but the difference between the groups grows 
as xenophobic comments increase in the exposed con-
dition. I then compare the behaviour of exposed and 
unexposed participants across forum pages (Forum 
Page × Exposure) and use the unexposed group as the 
counterfactual. Forum page used as a predictor is thus 
a proxy for the proportion of xenophobic comments 
observed by participants. Again, I estimate a linear 
regression model with a random intercept for partic-
ipants. The model has the following form:

Yij = β0 + β1Exposureij + β2Typeij
+ β3

(
Exposureij × Typeij

)
+ uj + εij,

where Yij is the hate score of comment i, for participant 
j. Panel B in Figure 4 shows the difference-in-difference 
estimates of the linear regression with Forum Page × 
Exposure as the predictor. Exposed participants pro-
duced significantly more hostile comments in Forum 
3 and afterwards. The slope of the diff-in-diff estima-
tor is only significantly larger for the changes between 
Fora 2 and 3 (b = 0.27, SE = 0.07, P < 0.001) com-
pared to the changes between Fora 1 and 2. The differ-
ences between unexposed and exposed forums remain 
constant after this (between Fora 3 and 4 [b = 0.06,  
SE = 0.07, P = 0.46], and between Fora 4 and 5 
[b = 0.04, SE = 0.07, P = 0.59]). So, the differences 
between the unexposed and exposed groups do not 
significantly grow larger after Forum 3. This means 
that participants need to observe a minimum cumula-
tive percentage of 33 per cent of xenophobic comments 
before the effect becomes significant.

Do these changes originate in an increase in non-com-
pliance? If exposure to hate content weakens the pull 
of the social norm, it should trigger further norm 

violations. I analyse the comments classified as banned. 
The binary nature of this variable provides a cleaner 
test of this effect. Figure 5 shows the raw frequency of 
banned comments for exposed and unexposed partici-
pants. To test H1, I estimate a linear probability model 
with a random intercept for participants with the same 
form as Equation 1, but where Yij is the probability 
that comment i for participant j is a banned comment. 
The relative frequency of banned comments more than 
doubles in the exposed group as it increases from 1.3 
to 3.1 per cent (b = 0.02, SE = 0.004, P < 0.001) as 
shown in model 1 in Table 2, which is consistent with 
H1.12

Next, I estimate the same model as in Equation 2 
with Forum Page × Exposure as the main predictor, 
but where Yij is the probability that comment i for par-
ticipant j is a banned comment. The results are shown 
in Model 2 in Table 2.13 The difference between the 
exposed and unexposed participants is significant in 
Forum 3 (b = 0.02, SE = 0.01, P = 0.03) and then 
again in Forum 5 (b = 0.03, SE = 0.01, P < 0.001). In 
Forum 4, the difference is significant only at the 10 
per cent level (b = 0.01, SE = 0.01, P < 0.09). As with 
the hate score, participants needed to observe at least 
two xenophobic comments or a cumulative 33 per cent 
before their probability of producing a banned com-
ment increase. Observing further comments does not 
seem to produce a larger effect.

The effect conditioned on individual attitudes
Participants in the experiment are classified based on 
how likely they are to hold anti-immigrant beliefs. For 
this classification, half of the participants were asked 
whether or not they would agree to donate a small 
amount of money to a well-known anti-immigrant 
organization, and the other half were asked whether 
or not they would agree to donate to a well-known 
pro-immigration organization.14 Each participant was 
asked only once at a randomly selected time during 
their participation in the online forum. They were told 
in advance that they would be asked this question 
about a randomly chosen organization. The organi-
zations were presented in separate questions to avoid 
a demand effect, as presenting both options together 
could make participants distrustful of the researcher. 
The participants were classified into two groups: 
those who donated to the pro-immigration organiza-
tion were classified as more likely to hold pro-immi-
gration views (N = 3,478, 31 per cent), while those 
who donated to the anti-immigration organization 
were classified as more likely to hold anti-immigration 
views (N = 927, 8 per cent). Those who decided not to 
donate are unclassified, as not donating does not reveal 
any information about the attitudes towards immi-
gration (N = 6,915, 61 per cent). The idea behind the 
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Figure 5. Frequency of comments classified as ‘banned’ from 
the online forum by the raters in the Exposed and Unexposed 
groups. Figures are shown in percentages over the total. Ninety-
five per cent confidence intervals are indicated by the ends of 
the vertical error bars (N = 10,771).
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unclassified participants is that not donating does not 
reveal as much information about personal attitudes 
towards immigration. Therefore, it is risky to infer a 

link between the donation decision of these partici-
pants and their attitudes.15

As a validity exercise, I first tested whether partic-
ipants who decided to donate to the anti-immigrant 
association used more hostile language overall (further 
robustness measures on the validity of the donation 
measure are shown in Appendix B). In the unexposed 
treatment, anti-immigrant participants have a hate 
score that is, on average, 1.28 points larger than the 
hate score of the pro-immigrant participants (linear 
mixed-effects model, b = 1.28, SE = 0.11, P < 0.001). 
Anti-immigrant participants are also more likely than 
pro-immigrant participants to leave a hate comment 
when unexposed to hate content. Six per cent of the 
comments left by anti-immigrant participants in the 
unexposed condition are labelled as banned, compared 
to 0.5 per cent left by the pro-immigrant participants 
(χ2= 69.291, df = 1, N = 2,211, P < 0.001, one-sided 
test), a relationship that persists after controlling 
for individual variance (linear mixed-effects model, 
b = 0.06, SE = 0.01, P < 0.001). The results are shown 
in Table 3.

To study whether individuals more likely to hold 
xenophobic attitudes—whose private attitudes might 
not align with the norm—will be more likely than 
others to produce xenophobic comments when they 
observe previous users’ norm violations (H2), I esti-
mate a linear regression model with random intercepts 
for participants of the following form:

Yij =β0 + β1Exposureij + β2Typeij
+ β3

(
Exposureij × Typeij

)
+ uj + εij,

where Yij is the probability that comment i, for partici-
pant j is a banned comment. I use the interaction term 
Type × Exposure as the main predictor. Participants 
with an anti-immigrant stance were significantly more 
affected by observing xenophobic comments than 
pro-immigrant participants as they left 3 per cent more 
banned comments than exposed pro-immigrant partic-
ipants (b = 0.03, SE = 0.01, P = 0.04). The results are 
shown in Table 3. As anti-immigrant participants are 
exposed to more and more xenophobic comment, the 
frequency of comments classified as banned increases 
dramatically and escalates from 3.5 per cent in Forum 
1 to 18 per cent in Forum 5, as shown in Figure 6 and 
Model 1 in Table A14 in Supplementary Material.16 
In contrast, the frequency of banned comments across 
fora remains similar when anti-immigrant participants 
were not exposed to hate speech (see Tables A15 and 
A14 in Supplementary Material). In Forum 5, anti-im-
migrant participants who had been exposed to hate 
content have a 0.09 (95 per cent CI [0.04, 0.20]) pre-
dicted probability of leaving a hate comment, whereas 
those not exposed have a probability of 0.02 (95 per 
cent CI [0.01, 0.08]).17

Table 2 Results of a linear probability mixed-effects model of 
the effect of exposure × forum on comments flagged for hate 
content. fixed effects estimates (top) and variance-covariance 
estimates (bottom)

 (1) (2) 

Dependent variable: 
Banned Comments

(Intercept)  0.014*  0.010*

 (0.002)  (0.004)

Exposed  0.017***

 (0.004)

Forum 2  0.002

 (0.006)

Forum 3  0.002

 (0.006)

Forum 4  0.008

 (0.06)

Forum 5  0.009

 (0.006)

Exposed × Forum 1  0.004

 (0.006)

Exposed × Forum 2  0.006

 (0.008)

Exposed × Forum 3  0.017*

 (0.008)

Exposed × Forum 4  0.014

 (0.008)

Exposed × Forum 5  0.031***

 (0.008)

Log Likelihood  5,593.268  5,586.085

Num. obs.  10,771  10,771

Num. groups: Participant  2,280  2,280

Var: Participant 
(Intercept)

 0.003  0.003

Var: Residual  0.018  0.018

Notes: Linear probability mixed regression model with random 
intercepts for participants fit by maximum likelihood (ML). Fixed 
effects estimates (top) and variance-covariance estimates (bottom). 
Dependent variable is frequency of comments flagged as ‘it should 
be banned’. The dependent variable is a binary variable which 
takes the value of 1 if the comments were flagged. The table lists 
regression coefficient estimates with standard errors in parentheses 
and P-values calculated based on Satterthwate’s approximations. 
Controls are gender, age, whether or not the participant live in 
West Germany, Inhabitants of place of residency, education level, 
employment status, and image. The same set of controls is used 
in all regressions. The estimates of the controls are available upon 
request. Stars indicate significant differences at the conventional 
levels of ***P < 0.001; **P < 0.01; *P < 0.05, for two-sided tests.
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In contrast, pro-immigrant individuals are not as 
affected by exposure to increasing xenophobic com-
ments, as shown in Figure 6, as the frequency of 
hate comments goes from 0.9 per cent (95 per cent 
CI [−0.001, 0.02]) in forum 1 to 2 per cent in forum 
5 (95 per cent CI [0.004, 0.04]). The increase is not 
significant, as shown in Table A14 in Supplementary 
Material.18 Amongst the unclassified participants, the 
effect of observing xenophobic comments was larger 
than for the pro-immigrant participants, and smaller 
than for the anti-immigrant. These results are shown in 
Table A14 in Supplementary Material. The results are 
likely due to the unclassified group having anti-immi-
grant participants not captured by the measure (partic-
ipants who would have donated to the anti-immigrant 
organization, but did not have the option).

This result suggests that a strong descriptive norm, 
signalled by a context in which hate speech cannot 
be observed, might stop prejudiced individuals from 
revealing their anti-immigrant sentiment. Consistent 
with H2, the results suggest a moderation effect 
between individual attitudes and the magnitude of the 
effect of observing norm violations: information about 
previous norm violations has a more dramatic effect 
amongst those more likely to hold anti-immigrant prej-
udice. This points to an emboldening effect, whereby 
those who do not privately agree with the anti-prej-
udice norm are more likely to abandon it when the 
context allows. However, the classification of the par-
ticipants is not experimentally manipulated, but corre-
lational, and should be taken with caution.

Conclusion
Acts of hatred, such as online hate speech, have detri-
mental effects. Online hate speech can silence the voice 
of minorities by excluding them from public debate 
(Citron, 2019), and making its survivors more likely 
to suffer from psychological disorders (Tynes et al., 
2008). Furthermore, repeated exposure to hate speech 
strengthens prejudice (Soral, Bilewicz and Winiewski, 
2018) and increases the likelihood of other extremely 
harmful behaviours, such as hate crimes (Chan, Ghose 
and Seamans, 2016; Müller and Schwarz, 2021). 
Understanding how online hate speech spreads can help 
prevent it. This study has suggested that examples of 
online hate speech should be understood as violations 
of social norms governing the expression of prejudice. 
Because an individual’s compliance with a social norm 
is conditional on the compliance of others (Bicchieri, 
2006; Diekmann, Przepiorka and Rauhut, 2015; 

Table 3. Results of a linear probability mixed-effects model of the 
effect of exposure × participants’ attitude on comments flagged 
for hate content. fixed effects estimates (top) and variance-
covariance estimates

  Model 1 

Dependent variable: Banned Comments

Intercept (Ref. Category: Pro-immigrant 
Unexposed)

 0.0

 (0.0)

Unclassified  0.01

 (0.01)

Anti-immigrant  0.06**

 (0.01)

Exposed  0.01

 (0.01)

Exposed × Unclassified  0.01

 (0.01)

Exposed × Anti-immigrant attitudes  0.03*

 (0.01)

Log likelihood  5,635.81

Num. obs.: Comments  10,771

Num. groups: Participants  2,280

Var: Participants (Intercept)  0.00

Var: Residual  0.02

Notes: Linear probability mixed regression model with random 
intercepts for participants fit by maximum likelihood (ML). Fixed 
effects estimates (top) and variance-covariance estimates (bottom). 
Dependent variable is frequency of comments flagged as ‘it should 
be banned’. The dependent variable is a binary variable which 
takes the value of 1 if the comments were flagged. The table lists 
regression coefficient estimates with standard errors in parentheses 
and P-values calculated based on Satterthwate’s approximations. 
The reference category is participants with a likely pro-immigrant 
attitude, which means that the interaction terms have to be 
understood as compared with that category. Stars indicate 
significant differences at the conventional levels of ***P < 0.001; 
**P < 0.01; *P < 0.05, for two-sided tests.
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Figure 6. Frequency of comments classified as ‘Banned’ from 
the online forum by the raters in the Exposed group across 
the five forum discussions. The frequency is shown separately 
for the different types of participants. Figures are shown in 
percentages over the total. Ninety-five per cent confidence 
intervals are indicated by the ends of the vertical error bars (N = 
4,217).
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Bicchieri and Dimant, 2019), observing examples of 
online hate speech encourages others, especially those 
who are more likely to hold xenophobic attitudes, to 
follow suit. This study provides a demonstration of this 
mechanism in an experimental online forum, in which 
participants took part in different online discussions 
about immigration.

The results show that exposing individuals to xeno-
phobic messages increases the level of hate in the online 
forum and that this increase is mainly produced by an 
upsurge of comments classified as norm violations. 
When exposed to online hate content, participants were 
more likely to produce a xenophobic comment them-
selves. The effect of exposure to online hate became 
significant only after participants had observed a 33 
per cent of comments being xenophobic. This implies 
that exposure to enough hate content might eventually 
reduce the pull of the norm and increase the likelihood 
that previously stigmatized attitudes are expressed.

Participants more likely to have xenophobic attitudes 
were significantly more likely to leave a hate comment 
when they were exposed to hateful content of others 
but contained themselves in the absence of hate con-
tent. The results show that, to some extent, xenopho-
bic participants condition the expression of hate to the 
behaviour of others. On the contrary, although their 
hate score increased, more tolerant or pro-immigrant 
participants show no increase in the frequency of xeno-
phobic comments across the different online discussions 
when exposed to hate content. The effect of exposure 
to hate content is thus less robust for the pro-immi-
grant participants who are more likely to privately 
agree with the norm. It is also possible that the effect 
of exposure on the pro-immigrant participants is pro-
duced by informational influence. This could explain 
why their hate score changed whereas the frequency 
of norm violations did not. Further research should try 
to better disentangle both phenomena. Despite finding 
an average effect across all participants, participants 
who are more likely to hold negative attitudes towards 
immigrants are the ones more affected by exposure. 
This is an ‘emboldening effect’ (Newman et al., 2021) 
of the prejudiced, whereby exposure to hate content 
leads to more hate comments by acting as a trigger for 
individuals who are more likely to hold xenophobic 
beliefs and therefore privately disagree with the norm.

The results add to a line of research that found that 
signalling a strong social norm against hate might stop 
increases in hate speech even after terrorist attacks 
(Álvarez-Benjumea and Winter, 2020). These findings 
are important to understanding that norm compliance 
can quickly decrease in response to slight changes in 
the social context, particularly in contexts in which 
a sufficient number of people do not agree with the 
norm privately. This, coupled with the propensity to 

cluster based on common traits, such as political ideol-
ogy (McPherson, Smith-Lovin and Cook, 2001), may 
explain the formation of hateful ecosystems online. 
The results might also suggest that, for a part of the 
population, the norm against hate is unpopular and 
they will follow it only when they believe a majority to 
agree with it. In contexts where there is a sufficiently 
large share of hateful comments, a few more comments 
could create a cascade of hate.19

In this experiment, only the comments of anon-
ymous others can be observed. Although this helps 
isolate the effect of observing norm violations from 
other factors, I expect that social factors such as social 
proximity or interpersonal affection might modulate 
the effect (Centola, 2010). Social proximity may play a 
particularly important role in driving the effect in real-
world interactions, as people may be more willing to 
pay attention to the behaviour of those socially closer 
to them (Bicchieri et al., 2022). Furthermore, this study 
only addresses the short-term local dynamic of norma-
tive change. Further research should explore whether 
long-term exposure to online hate speech could even-
tually lead to attitudinal change or whether increasing 
the number of norm violations beyond a certain tipping 
point will pressure average people to express hate. The 
main picture which emerges from the analysis is that 
people infer appropriateness from the behaviour of 
others in their context, and that will ultimately deter-
mine whether prejudices are suppressed or expressed.

NOTES
1 For example, in a cross-national survey in 2020, more 

than two-thirds of Americans, Finns, Brits, and Spaniards 
below the age of 25 report being exposed to hate online 
(Reichelmann et al., 2020). In 2018, 78 per cent of respond-
ents of all ages from Germany stated that they had person-
ally observed online hate (Landesanstalt für Medien NRW, 
2018).

2 These two mechanisms are often intertwined, and distin-
guishing between them is difficult with observational data 
(Aral, Muchnik and Sundararajan, 2009).

3 A large body of empirical research called the broken win-
dows theory tests the assumption that the conditionality 
of behaviour influences the diffusion of norms violations. 
The theory poses that observing violations of a social 
norm increases breaches of the same and different social 
norms emphasizing the contagiousness of norm violations 
(Keuschnigg and Wolbring, 2015). For example, presenting 
an environment with signs of disorder triggers more anti-
social behaviour such as littering (Cialdini, Kallgren and 
Reno, 1991) or trespassing (Keizer, Lindenberg and Steg, 
2008).

4 www.clickworker.com
5 Because this is an online experiment, I have to distinguish 

between participants who dropped out of the experiment (n 
= 102) and early abandonment, namely, those who clicked 
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on the link but never went beyond from the welcome page 
(n = 2,053).

6 Six per cent of the participants (n = 147) did not finish the 
experiment and left fewer than five comments. The Exposed 
group had more drop-outs: 92 versus 55 in the Unexposed 
treatment (χ2 = 11.05, df = 1, P < 0.001). However, most 
participants abandoned in Forum 1 when hate comments 
had not yet been introduced, which points to a technical 
problem.

7 Replication data and code can be accessed at https://osf.
io/5v76r/.

8 Only 1 per cent of the comments received three ratings or 
fewer.

9 In German in the original. Own translation.
10 In contrast, only 4.09 per cent of the participants marked 

neutral and friendly comments as inappropriate.
11 As a reference, comments with 0.5 points of difference in 

the mean score can differ a lot. For example, the comment 
Overloaded boat in a picture depicting refugees on a boat 
has a 6-point mean score, whereas the comment One should 
please always differentiate, there are people who really need 
help, they should also be helped. Send the ‘social parasites’ 
straight back home has a 6.5 in the mean score.

12 Not only participants exposed to xenophobic messages 
produced more banned comments, but also more partici-
pants exposed to xenophobic content produced at least one 
banned comment. In total, 11 per cent of participants who 
were exposed to online hate speech left a comment classified 
as a norm violation, compared to 5 per cent of participants 
in the unexposed condition (χ2 = 23.219, df = 1, N = 2,280, 
P < 0.001, one-sided test).

13 Tables A9 and A10 in Supplementary Material show the 
results with and without controls for Models 1 and 2 in 
Table 2.

14 They were specifically asked whether they would like to 
authorize the donation of one euro. Participants did not 
incur in any monetary cost when authorizing the donation.

15 These data are reported somewhere else as part of an exper-
iment on how exposure to hate content affects support for 
political parties. The chosen anti-immigrant organization is 
Alternative for Germany (AfD), a well-known right-wing 
populist party with an anti-immigrant discourse, and the 
pro-immigrant organization is Pro Asyl, an organization 
helping immigrants and refugees in Germany.

16 The difference in the frequency of banned comments 
is significantly higher across all forum pages between 
anti-immigrant and pro-immigrant participants exposed to 
xenophobic content. The results are shown in Table A15 in 
Supplementary Material.

17 The hate score tells a similar story, as participants with an 
anti-immigrant stance were considerably affected by observ-
ing xenophobic comments as their average hate score was 
0.73 points larger when exposed to hate speech (b = 0.73,  
SE = 0.17, P < 0.001). Anti-immigrant participants who 
violated the norm also did so more times on average than 
pro-immigrant participant who had violated the norm 
(t-test, difference = −0.25, 95 per cent CI [0.03, Inf], t(71.44) 
= 1.87, P < 0.05; Cohen’s d = 0.44, 95 per cent CI [−0.03, 
0.91]).

18 Although the frequency of banned comments does not 
increase for pro-immigrant participants, the hate score 

does, as shown in Tables A11 and A12 in Supplementary 
Material. However, this effect is still larger for anti-immi-
grant participants as shown in Table A13 in Supplementary 
Material.

19 Although more research is needed, data in this experiment 
point out to the tipping point being around the 33 per cent 
of hateful comments.
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Supplementary data are available at ESR online.
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